
Figure 5: Distribution of merged grids for arena map for different cluster scenarios at 5% memory. The red rectangles represents
the cluster regions generated in the arena map. Black polygons are the obstacles.

runtimes, making the memory reduction nearly cost-free.
Compared to EHL, EHL* remains competitive with EHL-
1 across all memory budgets and consistently outperforms
EHL-2 and EHL-4, demonstrating a superior memory-
runtime tradeoff. As the number of cluster regions increases
(e.g., Cluster-8), memory reduction becomes more challeng-
ing, leading to a more noticeable increase in query runtime.
Nevertheless, the performance remains better than EHL for
Cluster-8, e.g., when the memory budget is reduced to 5%,
EHL*-5 still outperforms EHL-4 which consumes 3-5 times
more memory.

Figure 5 illustrates how EHL* merges regions when the
memory budget is set to 5%. The merged regions are dis-
played in different colors for various query sets on the arena
map from the DA benchmark. When the query distribution is
unknown, EHL* combines grid cells into regions of approxi-
mately equal size to efficiently handle queries that may arise
at any random position. However, when the query distribu-
tion is known, EHL* prioritizes merging cells outside the
cluster regions, leaving more granular grid cells within clus-
ters to efficiently answer queries. This behaviour becomes
clearer as the number of cluster regions increases. When the
number of clusters is large (e.g., Cluster-8), merging cells
outside the clusters may not satisfy the memory budget, forc-
ing some merging within the clusters which leads to slower
runtimes for the queries within the clusters.

Experiment 3: Query Distribution Deviations
In this section, we analyze the performance of EHL* for
queries that diverge from the predicted distribution. We con-
struct EHL* based on the assumed Cluster-x distribution,
but only y% of the queries adhere to this distribution, while
the remaining (100� y)% are generated randomly. We vary
y from 100 to 20. Table 5 shows the average runtime (in µs)
for the three cluster query sets in the DA benchmark. We
compare our approaches, EHL* (known), which tries to ex-
ploit query distribution, and EHL* (unknown), which has no
information on query distribution, with EHL-1, EHL-2, and
EHL-4. As expected, when a larger number of queries devi-
ate from the predicted distribution (i.e., smaller y%), the per-
formance of EHL* (known) drops significantly, especially
when the budget is 20% of EHL-1 (although still competitive
compared to EHL-4). This occurs because EHL* (known)

Dist D EHL* (Known) EHL* (Unknown) Competitors
80% 40% 20% 80% 40% 20% EHL-1 EHL-2 EHL-4

100%
C-2 1.30 1.33 1.34 1.45 1.56 1.79 1.30 1.69 2.35
C-4 1.44 1.48 1.50 1.58 1.76 1.87 1.45 1.79 2.50
C-8 1.53 1.48 1.64 1.74 1.82 2.04 1.51 1.92 2.64

80%
C-2 1.48 1.54 1.64 1.54 1.65 1.75 1.38 1.75 2.41
C-4 1.50 1.55 1.86 1.71 1.82 1.89 1.47 1.83 2.53
C-8 1.63 1.73 2.03 1.75 1.87 1.97 1.54 1.91 2.63

50%
C-2 1.59 1.67 1.82 1.66 1.76 1.84 1.47 1.82 2.48
C-4 1.68 1.80 2.34 1.70 1.81 1.95 1.52 1.87 2.53
C-8 1.70 1.87 2.43 1.72 1.87 2.01 1.55 1.92 2.61

20%
C-2 1.75 1.85 2.20 1.87 1.95 1.98 1.53 1.89 2.57
C-4 1.75 1.88 2.56 1.72 1.86 2.04 1.56 1.91 2.58
C-8 1.70 1.96 3.09 1.79 1.94 2.08 1.57 1.94 2.62

Table 6: Running time comparison between EHL* and com-
petitors for mixed distribution scenarios for DA benchmark.

tends to merge grid cells outside the cluster region when
memory budget is constrained. As a result, when queries de-
viate from the cluster regions, larger regions with more via-
labels are required to answer the queries, leading to slower
query runtimes. In contrast, EHL* (unknown) and EHL re-
main stable as the number of deviated queries increases
since they do not depend on pre-existing query distributions
to build index. When most test queries follow the predicted
distributions (i.e., 100% and 80%), EHL* (known) outper-
forms EHL* (unknown) and EHL. However, when more
queries deviate from the prediction (i.e., 50% and 20%),
EHL* (known) performs worse than both approaches.

Conclusion
We propose EHL*, an improved version of EHL that offers
the flexibility to build the index within a specified memory
budget while optimizing query runtime. Experiments show
that EHL* reduces memory usage while maintaining com-
petitive query runtimes. Additionally, when query distribu-
tions are known in advance, EHL* leverages this informa-
tion to build an index that outperforms EHL in both memory
efficiency and query runtime. Future work includes explor-
ing exploring ML-based regions for further improvements.


